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Abstract—The most difficult task in financial forecasting is the
accurate price prediction based on previous values. Two cases
are studied: stock price prediction and flight price prediction.
A dyadic particle filter is proposed that is based on sequential
importance resampling. This dyadic particle filter captures the
dynamic evolution of a pair of latent vectors. In stock price
prediction, one latent vector is defined for each stock. This latent
vector is paired with a market segment latent vector introduced
for each group of companies of the same category. Both latent
vectors capture the hidden information of the stock market and
reinforce the state estimation procedure. This hidden information
influences strongly the performance of the particle filter, yielding
more accurate prediction of stock prices than the state-of-the-art
techniques. For flight price prediction, the pair of latent vectors
corresponds to route and destination, respectively. Given the price
range of each flight, promising results are disclosed.

I. INTRODUCTION

Particle filtering is a popular case of Monte Carlo algorithms
utilized to estimate sequentially the states of a system within a
Bayesian context. Over the past years, they have become very
popular due to their ability to provide effective approximations
of distributions associated with non-linear or non-Gaussian dy-
namics. Particle filters (PFs) offer a powerful remedy, when the
analytical derivation of a posterior distribution is intractable,
by utilizing a weighted set of samples of the states, known as
“particles” [1], [2]. As the number of particles increases, the
estimation of the posterior distribution becomes more accurate.
When an observation occurs, the particles and the respective
weights are recomputed sequentially. Importance sampling is
applied in order to propagate the particles to the next state.
Consequently, the posterior distribution of interest is being
sequentially updated. This procedure is known as sequential
importance sampling (SIS) [3].

However, SIS particle filters suffer from the degeneracy
problem. That is, the assignment of negligible weights to
the majority of particles, except for a very few, yielding an
unsatisfactory representation of the posterior distribution [4].
Resampling allows particles with small weights to be dis-
carded and those with large weights to be replicated [5]. These
approaches are commonly known as sequential importance
resampling (SIR) methods. However, resampling results in the
generation of similar particles, leading to the loss of particle
diversity. This phenomenon is known as impoverishment. To
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deal with impoverishment, additive noise is introduced to the
resampled particles, a procedure referred to as roughening [6].

In financial time series, such as stock prices, evolution
through time is chaotic and the underlying causes of this
volatility cannot be modeled. Some works utilize jump-
diffusion models to deal this problem [7]. Here, latent state
vectors are used to capture any hidden information contained
in financial data, capable of describing the price volatility
and evolution through time. The paper strongly advocates
the use of a novel concept, namely, the dyadic particle filter
(DPF) for price prediction. That is, an efficient latent space
is constructed, where latent vectors are allowed to interact
in a dynamic manner through time [8]. Specifically, a dyad
consists of two interactive latent vectors, one representing the
stock and the other representing the market segment, when
dealing with stock prices. For example, a stock latent vector
contains information about Novartis stock, while the corre-
sponding market segment latent vector contains information
related to pharmaceutical industries. The estimation of the
latent stock and market segment vector distributions at each
time-step is conducted via a dynamic probabilistic approach
resorting to PFs. The initial particles are drawn according to a
coefficient, which exploits the prior probability distributions of
the latent vectors, whose modeling is inspired by collaborative
Kalman filtering approaches [9] [8]. That is, at each time step,
particle coefficients, capturing the dispersion of particles, are
computed through the product of diagonal elements of the
prior covariance matrix of stock and market segment latent
vectors.

The experimental findings demonstrate that the proposed
DPF model tracks consistently stock price evolution through
time, outperforming the methods in [9] and [8]. Motivated by
the success of the proposed method in stock price prediction,
the method is applied to flight price prediction as well. First
encouraging results are disclosed for flight prediction.

The outline of the paper is as follows. In Section II, the
dyadic SIR particle filter is introduced. Experimental results
are demonstrated in Section III, and conclusions are drawn in
Section IV.

II. DYADIC PARTICLE FILTER

Stock price time series exhibit high volatility. The analytical
modeling of the external parameters (economical, political,
etc.) which affect their evolution over time is not possible.
However, an efficient latent space structure can lead to a
satisfactory inference of latent features based only on historical



data and employing PFs. Properly selected particles can im-
prove the quality of the posterior distribution estimation. The
concept promoted here is the construction of a dyadic latent
space, using SIR. The latent vectors form dyads, which interact
in a joint latent space. In stock price prediction, each dyad
consists of a pair of stock and market segment latent vectors.
A coefficient vector is introduced that captures the dispersion
of particle filters. That is, it models the scale parameter of
their distribution.

A. Dyadic structure of the latent space

Let ζi[t], ξj [t] ∈ Rn denote the latent state vectors of stock
i and the market segment j, forming the dyad i, j. At time t,
the prior distributions of the stock and market segment latent
vectors are multivariate Gaussians. i.e.,

ζi[t] ∼ N (µζi
[t],Σζi

[t]), (1)
ξj [t] ∼ N (µξj

[t],Σξj
[t]) (2)

where the prior mean vector and the prior covariance matrix
are given by

µ[t] = µ′[t− 1] (3)
Σ[t] = Σ′[t− 1] (4)

with µ′[t−1] and Σ′[t−1] denoting the posterior mean vector
and posterior covariance matrix at the previous time step, after
having observed the past price yij [t−1], respectively. Eqs. (1)
and (2) refer to the state model. Subsequent to price observa-
tion yij [t], the posterior distributions of the latent vectors are
also multivariate Gaussians, i.e. ζ′i[t] ∼ N (µ′ζi

[t],Σ′ζi
[t]) and

ξ′j [t] ∼ N (µ′ξj
[t],Σ′ξj

[t]).
The calculation of the posterior distributions is conducted

according to variational inference [8] [9]. That is, an approx-
imate posterior distribution q(·) is introduced as explained in
Section II-B. Let p(·) denote the true posterior. The goal is to
minimize the Kullback-Leibler (KL) divergence KL(q||p) =
Eq
[

log q
p

]
, where Eq[] is the expectation with respect to the

approximate distribution q(·). The optimal parameters of the
approximate distribution q(·) are computed according to a
coordinate ascent update [10]. Following [8] and [9], for the
latent vector ζi we have

Σ′ζi
[t] =

(
Σ−1ζi

[t] +
µ′ξj

[t] µ′Tξj
[t] + Σ′ξj

[t]

σ2

)−1
µ′ζi

[t] = Σ′ζi
[t]

(
yij [t− 1]µ′ξj

[t]

σ2
+ Σ−1ζi

[t] µζi
[t]

)
(5)

where σ2 is the predefined variance related to state estimation
noise. Similar expressions hold for ξj .

B. Coefficient vector

Let us introduce the approximate factorized joint posterior
distribution of latent vectors and measurements given r[t] at

time step t [9]:

q(ζi[t], ξj [t], yij [t]|r[t]) ≈ (6)
N (ζi[t]|µ′ζi

[t],Σ′ζi
[t]) · N (ξj [t]|µ′ξj

[t],Σ′ξj
[t]) ·

T N (yij [t]|Eq{ζTi [t]}Eq{ξj [t]}, r[t]) · f(r[t])

where T N (yij [t]|·, ·) is the measurement model and de-
notes the truncated normal distribution with mean parameter
Eq
[
ζTi [t]

]
Eq
[
ξj [t]

]
and variance r[t]. Frequently, the distri-

bution of the variance r[t] is chosen as an inverse Gamma
[8]. To evaluate the mean of the predicted price yij [t], one
needs to evaluate the expectation Eq

[
ζi[t]

]
and Eq

[
ξj [t]

]
with

respect to the approximate posterior distribution. Alternatively,
particle filters can be employed to estimate the aforementioned
moments. This is achieved by taking the averages across k
observation vectors y(k)[t], which incorporate realizations of
ζ
(k)
i [t] and ξ

(k)
j [t]. Here, we propose to employ a sequence

of d particles at time step t, {x(k)[t] ∈ Rn}, k = 1, 2, . . . , d,
which captures the volatility of the latent state vectors ζi[t]
and ξj [t] through the Hadamard product of the prior latent
vectors

w(k)[t] = ζ
(k)
i [t] ∗ ξ(k)j [t]. (7)

Let

Σ[t] = diag(µζi
[t]) Σξj

[t] diag(µζi
[t]) + (8)

diag(µξj
[t]) Σζi

[t] diag(µξj
[t]),

where diag(a) denotes a diagonal matrix having as diago-
nal elements the elements of vector a. Under the condition
||Σ−1[t]||F tr(Σζi

[t] ∗Σξj
[t])→ 0, where ||A||F denotes the

Frobenius norm of matrix A, the probability density function
(pdf) of the coefficient vectors is multivariate Gaussian, i.e.,

w(k)[t] ∼ N (µζi [t] ∗ µξj [t],Σ[t]). (9)

To simplify (8), we assume that the diagonal elements of the
a priori covariance matrices are the most influential. That is,

Σζi [t] ≈ diag(σ2
ζi,1

[t], σ2
ζi,2

[t], . . . , σ2
ζi,n

[t])

Σξj
[t] ≈ diag(σ2

ξj,1
[t], σ2

ξj,2
[t], . . . , σ2

ξj,n
[t]) (10)

where σ2
ζi,l

[t] and σ2
ξj,l

[t] is the l-th diagonal element of the
prior covariance matrix Σζi

[t] and Σξj
[t], respectively. By

inserting the a posteriori mean vectors and the a posteriori
covariance matrices at t− 1, given by expression like (5) into
(8), and invoking the assumption (10), it can be shown that

Σ[t] = diag(σ2
ζi,1

[t]σ2
ξj,1

[t], . . . , σ2
ζi,n

[t]σ2
ξj,n

[t]) ·U[t] (11)

where U[t] is a proper diagonal matrix. Accordingly, to
simulate the distributional properties of w(k)[t], we generate
the elements of the coefficient vector w(k)[t] ∈ Rn as

w
(k)
l [t] = σ2

ζi,l
[t] · σ2

ξj,l
[t] · u(k)[t], l = 1, 2, . . . , n (12)

where u(k)[t] ∼ N (0, 1) and omitting the explicit depen-
dence of w

(k)
l [t] on i and j for notation simplicity. (12)

implies that the coefficient vector elements are drawn from



N (0, σ2
ζi,l

[t]σ2
ξj,l

[t]). That is, although the prior covariance
matrices Σζi [t] and Σξj [t] are full matrices, only their di-
agonal elements are taken into account in order to capture the
hidden information about price evolution and trends.

C. The filtering process

Prediction step. The d particles x(k) ∈ Rn are updated as

x(k)[t] = x(k)[t− 1] + w(k)[t− 1], k = 1, . . . , d (13)

where w(k)[t − 1] is the coefficient vector computed as in
Section II-B, using the prior covariance matrices Σζi [t − 1]
and Σξj [t−1]. It is seen that the particles at time t are obtained
from the particles at t − 1 by adding Gaussian noise. As
the population of particles increases, the approximation of the
posterior distribution tends to the optimal Bayesian estimate
[4].

Update step. The observation model is

y(k)[t] = x(k)[t] + w(k)[t]. (14)

which suggests that the vector of observations y(k)[t] ∈ Rn
results by perturbing the particles vector x(k)[t] with the
addition of Gaussian noise [11].

Resampling. To confront degeneracy appearing in SIS,
resampling methods are usually utilized [12] [13]. These
approaches result in a satisfying amount of particles with
significant weights, leading to an efficient description the
posterior distribution of interest [14]. In order to eliminate
the degeneracy phenomenon, systematic resampling [15] is
applied. That is, first d ordered uniformly distributed random
numbers are drawn

τ (k) =
(k − 1) + τ̃

d
, τ̃ ∼ U(0, 1). (15)

These random numbers can be assumed as d regularly spaced
points in the interval [0, 1) with each of them being a uniform
random variable in the interval

[
k−1
d , kd

)
. Let the particle

weight

γ(k)[t] ∼ N (yij [t− 1], r(k)[t]), k = 1, . . . , d (16)

be a realization of a Gaussian random variable [16]. Here,
r(k)[t] is a truncated Gaussian random variable, i.e., r(k)[t] ∼
T N (ȳ(k), σ2

γ), where ȳ(k) = 1
n1Tn×1y

(k) is the average across
the observations of the k-th observation vector of (14) and
σ2
γ is also a zero-mean truncated Gaussian random variable

with variance 0.03. Let also ε(k) = exp(−γ(k)/max
l
{|γ(l)|}).

By normalizing ε(k), we obtain ε̃(k) = ε(k)/
∑d
l=1 ε

(l). The
resampling threshold is set as

θ =

d∑
k=1

ε̃(k). (17)

If τ (k) < θ, a new observation vector y(k)[t] is generated,
using (14), which undergoes roughening that is explained next.
Otherwise, the initial observation vector y(k)[t] is retained.
This process is conducted within a loop of % resampling

iterations. As a result, only particles with significant weights
are kept.

Roughening. To deal with the impoverishment, the observa-
tion vectors (14) are modified by adding Gaussian noise

y(k)[t]← y(k)[t] + v[t] (18)

where v[t] ∼ N (0, σ2
v I), which ensures the diversity of

the obtained observations. At any resampling iteration, a
prediction is given by

ŷij [t] =
1

n · d

n∑
l=1

d∑
k=1

y
(k)
l [t]. (19)

That is, the price prediction at any resampling iteration is the
average across the d observation vectors y(k)[t] and their n
components. The last step is the computation of the posterior
parameters for ζi and ξj according to (5), which are the
prior parameters of the next time step. The DPF algorithm
is summarized in Algorithm 1.

Algorithm 1: DPF

begin
Initialize prior parameters µζi

[t],µξj
[t],Σζi

[t],Σξj
[t] as in (1) -

(5);
/* Coefficient vector calculation */
Calculate w[t] through (12);
for k ← 1 to d do

Draw initial particles x(k)[t] by using (13);
end
while % ≤ 100 do

/* Measurements */
for k ← 1 to d do

Obtain measurement vector y(k)[t] according to (14);
Generate γ(k)[t] using (16);
Calculate ε̃(k);

end
Calculate the resampling threshold θ (17);
k ← 1, q ← 1;
while k < d− 1 and q < d− 1 do

/* Resampling */
if τ(k) < θ then

Obtain measurement y[t](k)[t] using (14);
/* Roughening */
Roughen y[t](k)[t] by introducing noise as in (18);
k ← k + 1;

else
q ← q + 1;

end
end
%← %+ 1;

end
Average ŷij [t] across all resampling iterations according to (19);
Calculate µ′

ζi
[t],µ′

ξj
[t],Σ′

ζi
[t],Σ′

ξj
[t];

t← t+ 1 ;
end

III. EXPERIMENTAL RESULTS

The proposed model was applied for stock and flight price
prediction. Let us first deal with stock price prediction. A time
series was constructed by the opening values from AMEX,
NASDAQ, and NYSE exchange. The historical data spanned
the period 1962-2018. The dimensionality of the latent state
vectors ζi and ξj was set to n = 5, since prediction did not
improve for n=10, 15, or 30. 4 market segments were defined,



namely: 1) the beverage industry segment, containing Coca-
Cola and Pepsi companies, 2) the pharmaceutical industry
segment, including Pfizer, Novartis, and Roche companies,
3) oil industry segment, containing BP and Shell companies,
and 4) steel industry segment, containing Posco company.
Experimental results are disclosed for these 8 stock prices. The
variance in (5) was σ2 = 0.01 and σ2

v = 0.01. The number of
resampling iterations was set to % = 100 and the number of
particles was d = 20.

Fig. 1: Historical Novartis
prices.

Fig. 2: Historical Roche
prices.

Fig. 3: Predicted Novartis
prices.

Fig. 4: Predicted Roche
prices.

Figures 1 - 2 illustrate the historical stock prices of Novartis
and Roche pharmaceutical companies in black color. The
performance of DPF is depicted in Figures 3 - 4, where the
predicted values are shown in gray color. As can be seen,
the proposed method produces predictions approximately the
same to the historical data.

The performance of the DPF model is detailed in Table I.
The root-mean-square error (RMSE) was utilized as figure

TABLE I: Stock prices prediction performance.

Stock RMSE
DPF
(USD)

RMSE
CKF
(USD)

RMSE
RCKF
(USD)

Price range
(USD)

BP 1.0301 8.3794 2.265 27.25 - 147.125
Shell 1.1202 2.0399 1.5452 36.75 - 88.09
Coca-Cola 0.7022 3.552 3.0617 28.875 - 155.75
Pepsi 0.7143 1.1228 1.206 0.544 - 121.38
Pfizer 0.8418 4.176 2.3594 11.84 - 149.187
Novartis 0.9042 2.719 2.5993 27.313 - 106.73
Roche 1.2043 5.9991 5.7877 9.5313 - 38.6
Posco 1.3481 3.1148 2.5933 10.375-200.37
Average 0.9832 3.888 2.6772 19.59 - 163.11

of merit. The second column shows the performance of the
proposed DPF, the third column summarizes the performance
of the Collaborative Kalman Filter [9], and the fourth col-
umn refers to the performance of the Robust Collaborative
Kalman Filter [8]. The experimental results demonstrate that

the proposed model outperforms the methods in [8] [9]. The
stock and market segment latent vectors captured the hidden
dynamic information of stock prices and represented it to the
coefficient vectors w(k)[t]. As a result, the obtained particles
led to an efficient posterior pdf approximation. For this reason,
only a small amount of particles, required. Experiments with
larger number of particles, i.e., d = 120, 200, 250, have shown
that the performance did not improve further. Accordingly, the
computational demands are kept low.

In order to examine whether the differences in RMSE are
statistically significant, F -tests were applied. The test statistic
for DPF-RCKF is defined as F1,2 =

ψ2
1

ψ2
2

and for DPF-CKF is

defined as F1,3 =
ψ2

1

ψ2
3

, where the subscripts 1, 2, 3 refer to the
proposed DPF, RCKF, and CKF respectively. For each model,
ψ2 = 1

N−1
∑N
l=1(ŷl−ȳ)2, where ŷ denotes the predicted price,

ȳ = 1
N

∑N
l=1 ŷl is the mean of predicted stock prices, and

N denotes the number of observations. Table II summarizes
the number of observations for each stock. The significance

TABLE II: Number of observations N .

Stock N
BP 10,515
Coca-Cola 14,271
Novartis 5,496
Pfizer 11,672
Pepsi 11,570
Posco 6,019
Shell 3,308
Roche 3,791

level of the F test was defined at β = 5%. For the DPF and
RCKF RMSE performance comparison, the null hypothesis
is H0 : ψ2

1 = ψ2
2 , which is rejected if F1,2 < F1−β/2 or

F1,2 > Fβ/2, where F1−β/2 = F (1 − β/2, N − 1, N − 1)
and Fβ/2 = F (β/2, N − 1, N − 1) are the critical values
of the F distribution with N − 1 degrees of freedom and
significance level equal to the subscript. Similar computations
hold for DPF and CKF RMSE performance comparison. The
null hypothesis, H0 : ψ2

1 = ψ2
3 , is rejected if F1,3 < F1−β/2

or F1,3 > Fβ/2 Table III depicts the critical values and the F
statistic.

TABLE III: F-test.

Stock F1−β/2 Fβ/2 F1,2 F1,3

BP 0.9684 1.0326 1.5182 0.0016
Coca-Cola 0.9728 1.0279 1.6291 0.0007
Novartis 0.9566 1.0454 0.1545 0.0090
Pfizer 0.9700 1.0309 1.3919 0.0004
Pepsi 0.9726 1.0335 1.0613 0.0087
Posco 0.9585 1.0433 0.5622 0.0033
Shell 0.9444 1.0589 0.6731 0.0280
Roche 0.9480 1.0549 0.0522 0.2342

In Table III, both the F1,2 and F1,3 measures indicate that
there is evidence to reject the null hypothesis of equal variance
for the proposed DPF against RCKF or CKF at the 0.05 level



of significance for all stock prices. That is, the differences in
the means of RMSE are statistical significant.

Moreover, the proposed model was applied to flight price
prediction. A dataset was created from scratch by employing
a scrapper, implemented in Python, to collect flight data
from expedia. Nine routes were monitored, with departure
from several European cities and common arrival to Thessa-
loniki, Greece. The departures were from Amsterdam, Berlin,
Brussels, Frankfurt, London, Munich, Paris, Stockholm, and
Zurich. The final time series consisted of the flight route and
the air ticket price in Euros. In this scenario, the route plays the
role of the stock latent vector and the arrival the role of market
segment latent vector, which is common for all routes, i.e.,
ξj = ξ1. First promising experimental results are disclosed in
Table IV, motivating further research.

TABLE IV: Flight price prediction performance.

Route RMSE Price
Range
(EUR)

Amsterdam 56.7311 109 - 711
Berlin 20.4419 89 - 227
Brussels 91.9626 120 - 1358
Frankfurt 115.2531 198 - 977
London 10.84 211 - 313
Munich 55.1415 49 - 612
Paris 23.6168 194 - 444
Stockholm 22.4197 79 - 287
Zurich 15.4131 180 - 332

IV. CONCLUSION

A dyadic particle filter has been proposed in order to sample
a state space defined by two latent vectors, namely, the stock
latent vector and the market segment one. The introduction
of the market segment latent vector enhances the estimation
performance, as it extracts information about market trends.
It captures information related to the simultaneous volatility,
covariance, and behaviour of the companies that belong to
the same market segment, say oil industry for companies
like BP, Shell, etc. Despite the chaotic behaviour of stock
prices through time, the proposed model captures their intense
fluctuations and the overall trend. In the case of flight price
prediction, first promising results were obtained given the wide
price range of each route, motivating further research on this
topic.
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